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Abstract : Policy diversity is critical for avoiding premature convergence in 

complex decision environments. This study introduces a diffusion-based policy 

generation framework that models policy distributions instead of deterministic 

mappings. A conditional diffusion model is trained to generate diverse action 

candidates, which are subsequently refined through reinforcement learning using 

a policy selection mechanism. The framework is evaluated on 9,100 decision tasks 

with high variability, including stochastic planning and adaptive control scenarios. 

Compared with deterministic policy learning, the proposed method increases 

exploration coverage by 35.2% and improves final task success rate by 16.8%. 

Moreover, robustness under environment perturbations improves by 22.4%, as 

measured by performance variance across test conditions. These results suggest 

that diffusion-based policy modeling can enhance both diversity and resilience in 

collaborative systems. 

Keywords: Diffusion models; Policy generation; Reinforcement learning; 

Exploration; Robust decision-making 

 

1. INTRODUCTION 

Multi-agent decision systems are widely used in control, planning, and coordination tasks. In 

such settings, decision policies must operate under uncertainty, support interaction among 

multiple agents, and remain stable when the environment changes over time. These 

requirements make policy design more difficult than in single-agent problems, especially when 

the system must balance exploration, coordination, and adaptation at the same time. In many 

existing methods, deterministic policies tend to converge prematurely to a narrow set of 

actions, which can reduce exploration efficiency and limit performance in complex 

environments. For this reason, recent studies have paid increasing attention to policy diversity 

and robustness rather than focusing only on reward maximization [1]. Related work has also 

shown that structured representation and inference mechanisms can improve model flexibility 

in complex sequential decision processes, which further highlights the importance of 

expressive policy modeling in dynamic tasks [2]. In multi-agent environments, this issue is 

particularly important because different agents may need to respond to the same state with 

different behaviors depending on task demands, opponent strategies, or coordination 

requirements [3,4]. Diffusion models have recently emerged as a promising tool in 

reinforcement learning for representing complex action distributions. Unlike conventional 

deterministic or unimodal stochastic policies, diffusion-based policies can generate multiple 

candidate actions and capture multimodal behavior patterns more effectively [5,6]. This 

property is attractive for sequential decision problems in which a single state may correspond 

to several reasonable actions [7]. Early studies mainly examined diffusion models in offline 
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reinforcement learning and continuous control, where they improved policy expressiveness, 

training stability, and action quality [8,9]. More recent work has extended this idea to online 

learning by combining diffusion-based generation with policy optimization, suggesting that 

such models can support both exploration and policy improvement during training [10,11]. 

These advances indicate that diffusion models offer more than a new generative architecture; 

they provide a structured way to model richer policy spaces that are difficult to capture with 

standard actor networks. A related research direction concerns exploration and diversity in 

reinforcement learning. Broad and effective exploration is essential for avoiding early 

convergence, discovering better solutions, and adapting to changing task conditions. Existing 

approaches based on entropy regularization, randomized sampling, or injected noise have 

shown useful improvements, but many of them rely on relatively simple perturbation strategies 

[12,13]. Such methods may enlarge the action space locally, yet they do not always provide a 

sufficiently rich description of alternative decision modes. Diffusion-based policies offer a 

more structured mechanism for diversity generation, since they can model multiple plausible 

actions as part of a learned distribution rather than producing variation through ad hoc 

randomness alone [14,15]. This advantage is especially relevant in multi-agent systems, where 

diversity is not only a matter of exploration efficiency but also a key factor in strategic 

adaptation. Agents operating in the same environment may need different response patterns to 

maintain cooperation, avoid conflict, or adapt to the behavior of others. Despite these 

advantages, the application of diffusion models in multi-agent reinforcement learning is still at 

an early stage. Existing studies have mainly explored diffusion models for offline coordination, 

trajectory generation, or behavior modeling from fixed datasets [16,17]. These results are 

encouraging, but they largely emphasize data representation rather than policy generation for 

interactive decision making. In many cases, diffusion models are used to reconstruct or imitate 

coordinated behaviors instead of directly producing diverse candidate actions that can be 

further improved through reinforcement learning in dynamic environments. As a result, their 

role in online policy learning remains insufficiently explored. This limitation is important 

because multi-agent tasks often involve non-stationary interactions, evolving coordination 

patterns, and changing uncertainty, all of which require policies that can adapt during training 

rather than depend only on static offline data. Several additional gaps can also be observed in 

the current literature. Many studies are evaluated on relatively small benchmark tasks, which 

limits the evidence for robustness under large-scale or highly variable conditions. Some 

methods report gains in return or task success, but provide little analysis of policy diversity, 

behavioral stability, or robustness to environmental change. In multi-agent settings, a 

substantial part of the existing work still relies on simplified assumptions, fixed datasets, or 

restricted coordination structures [18]. Consequently, it remains unclear whether diffusion-

based policy generation can consistently improve exploration quality and policy robustness 

when agents must learn online in dynamic decision systems. More importantly, the relationship 

between policy diversity and robustness has not yet been fully clarified. A policy may appear 

strong in terms of average return while still lacking the diversity needed to adapt when task 

conditions shift or when coordination patterns become more complex. From a practical 

perspective, this problem is highly relevant. In real decision systems, a policy is not only 

expected to perform well on average but also to remain reliable when uncertainty increases or 

when interaction patterns change. In control and coordination tasks, insufficient diversity may 

lead agents to repeat similar behaviors even when those behaviors are no longer appropriate. 

This can reduce exploration coverage, weaken adaptation, and make the overall system less 

stable. Therefore, improving policy diversity is not simply an auxiliary objective; it may 

directly affect robustness, scalability, and long-term task performance in multi-agent learning. 

To address these issues, this study proposes a diffusion-based policy generation framework for 

multi-agent decision systems. The proposed method uses a conditional diffusion model to 

generate multiple action candidates and then refines them through reinforcement learning, so 

that policy generation and policy improvement are integrated within a unified learning process. 

The goal is to enhance exploration coverage, improve task success, and increase robustness 
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under changing conditions. Experiments are conducted on 9,100 high-variability decision tasks 

to evaluate whether diffusion-based policy modeling can produce more diverse and stable 

strategies than standard deterministic methods. The significance of this study lies in clarifying 

the role of policy diversity in multi-agent robustness and in providing a practical diffusion-

based framework for adaptive decision making in complex environments. 

2.Materials and Methods 

2.1 Study Samples and Scenario Description 

This study used a simulated multi-agent decision environment with strong variability. A total 

of 9,100 tasks were constructed, including stochastic planning and adaptive control scenarios. 

Each task contains multiple agents, state information, and changing transition rules. The 

scenarios differ in noise level, task difficulty, and interaction pattern to reflect different 

operating conditions. Agents are required to make decisions under uncertainty while 

maintaining coordination. The full dataset was divided into training, validation, and test sets at 

a ratio of 70%, 15%, and 15%. 

2.2 Experimental Design and Control Setup 

The proposed method was compared with two baseline methods. The first baseline used a 

deterministic policy trained by standard reinforcement learning. The second baseline used a 

stochastic policy with noise-based exploration or entropy regularization. The proposed method 

combined a diffusion-based action generator with a policy selection module. All methods used 

the same state inputs, reward definition, and training budget. This setting was chosen to ensure 

that performance differences mainly came from the policy generation strategy. Each model was 

trained with several random seeds, and the final results were reported as average values. 

2.3 Measurement Methods and Quality Control 

Model performance was evaluated by three measures: exploration coverage, task success rate, 

and robustness. Exploration coverage describes how widely the policy explores the action 

space. Task success rate refers to the proportion of tasks completed under the target criteria. 

Robustness was measured by the change in performance under perturbed test conditions. Each 

experiment was repeated five times. Mean values were used for comparison. Abnormal results 

were removed using a standard deviation rule. All models were trained with the same network 

structure and parameter settings. The experiments were run under the same hardware 

conditions to keep the comparison fair 

2.4 Data Processing and Model Formulation 

All input variables were normalized before training. Reward values were scaled to improve 

numerical stability during optimization. The diffusion model was trained to learn the 

conditional distribution of actions under a given state. The forward diffusion process is written 

as 

q(xt∣xt-1)=N(xt;√1-β
t
 xt-1,β

t
I) 

where xt is the noisy action at step t, and β
t
 is the noise coefficient. The reverse process is 

written as 

p
θ
(xt-1∣xt,s)=N(xt-1;μ

θ
(xt,s),σθ

2I) 

where s is the state and θ represents the model parameters. The generated action candidates 

were then scored and selected by the reinforcement learning module for final decision making. 

2.5 Implementation Details 

The diffusion model and the policy network used the same basic architecture. Each network 

contained two hidden layers with 128 and 64 units. ReLU was used as the activation function. 

Model training was carried out with the Adam optimizer, and the learning rate was set to 

0.0003. The diffusion process used a fixed noise schedule with 50 steps. Each model was 

trained for 400 episodes, and each episode contained no more than 150 time steps. Early 

stopping was used according to the validation results. All experiments were completed on the 

same computing platform. 
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3.Results and Discussion 

3.1 Improvement in exploration and task performance 

The proposed method improved both exploration and task performance. Across 9,100 tasks, 

exploration coverage increased by 35.2%, and the task success rate rose by 16.8%. These 

results show that modeling a distribution of actions helps avoid early convergence to a limited 

set of behaviors. In stochastic and adaptive environments, different actions may be effective 

under different conditions. A policy that can represent multiple options is therefore more 

suitable. Recent diffusion-based studies in multi-agent learning report similar trends, where 

generative models help increase policy flexibility [19,20]. Compared with those methods, the 

present approach links action diversity directly to task success rather than focusing only on 

policy representation (Fig. 1). 

 
Figure 1. Exploration coverage and task success rate for different methods. 

3.2 Stability under changing environments 

The proposed method also improved stability under perturbed conditions. Performance 

variance decreased by 22.4% across test environments with different levels of noise and system 

changes. This result indicates that policies generated from diverse action candidates are less 

sensitive to environmental shifts. In contrast, deterministic policies tend to rely on fixed action 

patterns, which may fail when conditions change. Recent work on diffusion-based 

reinforcement learning has shown that generative policies can improve generalization by 

maintaining multiple behavior modes [21,22]. The present results follow this pattern and show 

that combining diffusion-based generation with reinforcement-based selection can improve 

stability in multi-agent systems (Fig. 2). 

 
Figure 2. Performance stability under different environment conditions. 

3.3 Effect of diffusion-based policy generation 

The performance gain mainly comes from the policy generation step. The diffusion model 

produces several candidate actions for each state, and the reinforcement learning module 

selects the most suitable ones. This process allows the system to explore a wider action space 

while keeping useful decisions. In standard reinforcement learning, a single policy often limits 

exploration and may miss better solutions. By contrast, the proposed approach separates action 
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generation from action selection, which improves flexibility. Similar ideas have been studied 

in recent diffusion-policy work, where generative models are used to improve policy 

expressiveness [23,24]. The present study extends this idea to multi-agent decision tasks with 

high variability and shows that it can improve both exploration and final performance. 

3.4 Comparison with existing studies and limitations 

The results are consistent with recent studies on diffusion-based reinforcement learning. 

Previous work has shown that diffusion models can improve policy representation, 

coordination, and robustness. The present study adds to this by focusing on policy diversity as 

a main factor in decision quality and by testing the method on a larger set of tasks. However, 

several limitations remain. The experiments were conducted in simulation, and real-world 

testing is still required. The current method applies reinforcement learning after action 

generation, and a more integrated training approach may improve efficiency. In addition, the 

evaluation was limited to stochastic planning and control tasks. Further studies in other 

domains, such as robotics or communication systems, would help confirm the general use of 

the method. 

4.Conclusion 

This study investigated a diffusion-based policy generation framework for multi-agent decision 

making. The results show that modeling a set of actions, rather than a single output, improves 

both exploration and task performance. The method increased exploration coverage and task 

success rate, and it reduced performance variation under changing conditions. These findings 

suggest that maintaining diverse action options helps agents adapt to uncertainty and improves 

overall decision quality. The framework combines diffusion-based action generation with 

reinforcement-based selection, which provides a clear way to link exploration with effective 

decision making. The main contribution of this work is the use of diffusion models for direct 

policy generation in multi-agent systems. The results indicate that this approach can support 

tasks that require stable and flexible coordination, such as control systems, traffic management, 

and distributed operations. However, several limitations remain. The experiments were 

conducted in simulated environments, and further validation in real settings is required. The 

current method separates action generation from policy learning, and a more integrated design 

may improve efficiency. In addition, the study focused on a limited set of tasks. Further 

evaluation in other domains would help confirm the broader use of the method. 
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