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Abstract. Failures in web automation often occur as discrete terminal events (e.g., 

irreversible submission, account lockout) whose risk accumulates over steps. We 

propose Survival-Aware Agentic RL (SAARL), which models failure as a time-to-

event process and learns a hazard function conditioned on state–action pairs. The 

policy is trained to maximize success while satisfying multi-cost budgets and 

minimizing an integrated failure hazard. SAARL integrates (i) a Cox-style hazard 

head on top of the agent’s state encoder, (ii) a risk-adjusted return that subtracts 

a weighted cumulative hazard, and (iii) budget-aware censoring where truncated 

episodes contribute censored likelihood terms to stabilize hazard estimation. 

Recommended evaluation uses 10k–30k episodes (or 1,200–2,000 tasks with 8–25 

steps) to provide enough event/censoring statistics, reporting concordance index 

for hazard prediction, failure rate at fixed success, and cost per successful 

completion. This formulation yields interpretable risk curves (“where risk spikes”) 

and improves safety calibration in long-horizon web tasks. 
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1. INTRODUCTION 

Web automation has evolved from brittle rule-based scripts to large language model (LLM)–

driven agents that support multi-step reasoning, tool use, and adaptive decision-making in 

dynamic online environments. Recent benchmarks and agent frameworks indicate that 

reinforcement learning (RL) and instruction-tuned LLMs can complete complex tasks—such 

as form submission, account setup, and information retrieval—under partial observability and 

heterogeneous website structures [1,2]. Beyond maximizing task success or cumulative reward, 

emerging agentic RL lines also formalize multi-cost budgets and failure-risk constraints as 

first-class objectives for deployable web agents [3]. In practice, web interactions are governed 

not only by reward signals but also by operational budgets (tokens, latency, API fees) and 

safety requirements (preventing irreversible mistakes), motivating learning objectives that 

explicitly manage cost and risk rather than treating them as secondary penalties [4,5]. Despite 

steady improvements, LLM-based agents remain unstable in long-horizon web tasks, 

especially when trajectories approach irreversible decision points. Irreversible actions—such 

as submitting incorrect information, triggering account lockout, or confirming unintended 

transactions—terminate episodes abruptly and can invalidate all prior progress [6,7]. These 

outcomes are discrete terminal events whose probability often increases as interaction 

proceeds: early steps may involve low-stakes navigation and exploration, whereas later stages 

concentrate high-risk actions (authentication, payment, submission) and tighter constraints 

(timeouts, rate limits). This temporal structure creates a mismatch with common training 
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signals. Agents can appear strong under average success metrics while remaining poorly 

calibrated near terminal hazards, producing rare but costly failures that dominate deployment 

risk [8]. Risk-sensitive and constrained RL methods have been developed to reduce unsafe 

behavior in sequential decision-making. Distributional RL, conditional value-at-risk (CVaR) 

optimization, and Lagrangian constrained learning have shown effectiveness in robotics and 

autonomous control for trading performance against risk or constraint violations [9,10]. In the 

context of LLM agents, budget-aware strategies regulate tool invocation and inference 

expenditure, often through explicit cost terms or constrained optimization during training 

[11,12]. However, most approaches still treat risk as an immediate penalty, or as a constraint 

on expected cumulative cost. Such formulations do not explicitly represent how the probability 

of catastrophic events evolves over time. In web automation, failures frequently follow a time-

dependent pattern: risk can remain low during early exploration but increase sharply near 

submission or authentication steps. Reward- and expectation-based constraints alone are often 

insufficient to capture this escalation, leading to limited safety calibration in long-horizon 

interaction even when average success improves. Survival analysis provides a statistical 

framework for modeling time-to-event outcomes via hazard functions and censored 

observations. Cox proportional hazards models and neural survival approaches have been 

widely used in healthcare prognosis, reliability modeling, and user-behavior analytics to 

estimate event risk as a function of covariates and time [13,14]. More recent work connects 

survival modeling with sequential prediction and decision processes, including hazard-aware 

bandits and time-to-event forecasting under partial observability [15]. In RL, event-time 

objectives have been introduced for safety control and maintenance scheduling, where 

preventing or delaying failure events is central to policy quality [16,17]. Web environments, 

however, differ in ways that complicate direct transfer. Observations are high-dimensional and 

language-heavy, interaction dynamics are partially observed and interface-dependent, and 

catastrophic events are sparse relative to the number of steps. Episodes are also commonly 

truncated by operational budgets, which creates pervasive censoring that is informative about 

both cost accumulation and risk exposure. These characteristics motivate a survival-aware 

design that can learn stable hazard estimates from limited event counts while remaining 

compatible with modern neural encoders used by LLM agents. Current evaluation practice 

further limits understanding of failure dynamics. Many web-agent benchmarks contain only a 

few hundred tasks or short trajectories, yielding few failure events and limited censoring 

diversity, which reduces the statistical stability of risk estimation [18,19]. Reporting typically 

emphasizes aggregate success rate or average reward, while calibration properties—such as 

failure probability at a fixed success level, or the concentration of failures near terminal 

actions—are rarely examined. Moreover, budget-terminated episodes are often treated as 

neutral failures, discarding their censoring information and weakening the ability to model how 

risk develops across time. A more informative evaluation should therefore quantify both 

decision quality and risk calibration under realistic truncation and cost constraints. To address 

these gaps, Survival-Aware Agentic Reinforcement Learning (SAARL) models catastrophic 

failure as a time-to-event outcome conditioned on state–action pairs in web interaction. A Cox-

style hazard head is integrated into the agent’s state encoder to estimate stepwise failure risk, 

enabling explicit modeling of risk escalation as the trajectory progresses. Training optimizes a 

risk-adjusted return that subtracts a weighted cumulative hazard while enforcing multi-cost 

budget constraints, aligning policy improvement with both completion objectives and safety 

requirements. Episodes truncated by budget limits are treated as censored observations within 

a partial-likelihood formulation, allowing the learning signal to exploit informative censoring 

rather than ignoring it. This design supports more stable hazard estimation when event counts 

are limited, remains compatible with neural encoders and standard constrained RL procedures, 

and provides a principled mechanism for calibrating risk near irreversible actions. Evaluation 

is conducted on large episodic datasets designed to yield sufficient failure and censoring signals 

for reliable hazard learning. Metrics include concordance index for hazard prediction, failure 

rate at fixed success, constraint-violation frequency under budget limits, and cost per successful 
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completion. Together, these measures expose whether an agent improves safety calibration 

rather than merely shifting failures into rarer but more severe tail events. By combining survival 

modeling with budget-aware reinforcement learning, SAARL captures the temporal pattern of 

failure risk in long-horizon web automation and offers a structured path toward safer, more 

deployable LLM-driven agents in dynamic online environments. 

2.Materials and Methods 

2.1 Sample and Study Setting 

The study used a web interaction benchmark containing 1,800 task instances. The tasks covered 

e-commerce transactions, account operations, document submission, and structured 

information retrieval. Each task required 8 to 25 sequential steps and included at least one 

irreversible action, such as final submission or credential confirmation. A total of 24,000 

episodes were generated under fixed cost budgets. All episodes were executed in a controlled 

browser environment with stable network latency and fixed rendering settings. For each 

episode, state–action trajectories, reward signals, cumulative cost values, and terminal 

outcomes were recorded. Terminal outcomes were categorized as success, failure, or truncation 

due to budget limits. Failure events were defined as discrete terminal states caused by incorrect 

irreversible actions or system lockouts. Episodes stopped by budget limits without failure were 

treated as censored observations. 

2.2 Experimental Design and Control Settings 

A comparative design was used to evaluate the Survival-Aware Agentic Reinforcement 

Learning (SAARL) framework against baseline methods. The experimental group included 

agents trained with a hazard-based objective that accounted for cumulative failure risk and 

budget constraints. The control group included three settings: standard reward-based RL, 

constrained RL using Lagrangian relaxation without hazard estimation, and a risk-penalty RL 

model with fixed stepwise failure costs. All models used the same state encoder, policy 

structure, and action space. Token limits and API cost budgets were identical across groups. 

Each configuration was trained using the same random seed strategy and evaluated on a 

separate test set of 400 tasks. This setup ensured that performance differences were related to 

the modeling of failure risk rather than model architecture or resource allocation. 

2.3 Measurement Methods and Quality Control 

Evaluation metrics included task success rate, failure rate under matched success levels, cost 

per successful task, and concordance index (C-index) for hazard prediction. The C-index 

measured the consistency between predicted hazard scores and observed time-to-failure 

ordering. Hazard values were estimated at each interaction step using the model output. All 

experiments were repeated five times with independent training runs. Mean values and standard 

deviations were reported. Episodes affected by browser errors or incomplete logs were 

excluded based on predefined screening rules. Model stability was checked by monitoring 

training loss and validation performance. Calibration quality was assessed using reliability 

curves that compared predicted cumulative hazard with observed failure frequency across 

quantile groups. 

2.4 Data Processing and Model Formulation 

State–action sequences were encoded into fixed-length vectors using a transformer-based 

encoder. For each episode i, let Ti denote the step index at failure or censoring, and let δi∈{0,1} 

indicate whether failure occurred. The hazard function conditioned on state–action pair 

(st,at)was defined as 

h(t∣st,at)=h0(t) exp(β⊤ϕ(st,at)) , 

where h0(t) is the baseline hazard and ϕ(st,at) is the encoded feature vector. Parameter 

estimation followed the partial likelihood approach based on observed failure events. 

The policy objective incorporated a risk-adjusted return defined as 

J(π)=E [∑ rt

T

t=0

-λ∑ ĥ

T

t=0 t

-∑ μ
k

k
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Where rt  represents task reward, ĥt is the predicted hazard at step t, ck,t denotes the k-th cost 

component, and μ
k
 are weighting parameters. Episodes terminated due to budget limits 

contributed censored terms to the likelihood function but were not treated as failure events. 

Continuous variables were standardized before training. Hyperparameters were selected using 

validation-based tuning to ensure stable convergence and comparable model performance. 

3.Results and Discussion 

3.1 Completion stability under fixed budgets 

Under identical token and API-call limits, SAARL achieved more stable task completion than 

reward-based RL and standard constrained RL. The advantage was most evident in tasks with 

more than 18 interaction steps. In these settings, baseline agents often reached the final 

submission stage with limited remaining budget and showed a higher probability of irreversible 

errors. SAARL reduced this problem by selecting lower-risk actions in earlier steps, which 

limited the accumulation of risky transitions before critical boundaries. As shown in Fig.1, the 

risk–efficiency frontier shifted toward lower failure probability at comparable success levels, 

without a marked increase in cost per successful completion. This pattern indicates that the 

hazard-based objective improves safety while preserving efficiency [20,21].  

 
Figure 1.Risk–efficiency frontier showing failure rate versus task success rate under identical interaction budgets for 

different training methods. 

3.2 Step-level risk distribution across interaction phases 

The learned hazard values provided a clear description of how failure risk changed over time. 

During early information collection and reversible navigation, hazard estimates remained low 

and stable. Near authentication checks and final confirmation steps, hazard values increased 

sharply. In contrast, baseline models with fixed penalties showed flatter risk patterns and 

weaker separation between reversible preview states and true submission states. This 

distinction is important in web environments because visually similar pages may differ in 

whether actions are reversible [22,23]. The time-indexed survival curves presented in Fig.2 

illustrate how cumulative survival probability decreases as the interaction approaches 

irreversible stages, allowing direct inspection of risk concentration across steps.  
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Figure 2:Kaplan–Meier curves showing the change in failure probability over interaction steps for the survival-aware 

agent and baseline models. 

3.3 Hazard calibration and ranking performance 

Hazard prediction accuracy was evaluated using concordance index and calibration analysis. 

SAARL produced higher concordance values, indicating better agreement between predicted 

risk ordering and observed time-to-failure. Reliability analysis showed that predicted 

cumulative hazard aligned more closely with empirical failure frequency across quantile 

groups. Baseline models that relied on fixed step penalties or expected cost constraints tended 

to underestimate late-stage risk. Incorporating censored episodes from budget truncation 

improved estimation stability because these trajectories still provide information about survival 

up to the stopping point [24,25]. This approach reduced variance in hazard estimation under 

limited event counts and supported consistent risk ranking across evaluation runs. 

3.4 Relation to existing web-agent research and remaining challenges 

Most recent web-agent studies focus on stronger reasoning ability, improved page 

representation, or enhanced exploration strategies. Safety is commonly reported as overall 

failure rate or rule violation frequency. The present results show that modeling time-to-event 

risk adds a complementary perspective by identifying where failure probability increases 

within a trajectory. The hazard signal supports clearer interpretation and can guide risk-aware 

stopping near high-risk boundaries. However, several challenges remain. Reliable hazard 

learning requires adequate numbers of failure and censored episodes; rare failure types may 

require additional sampling. Risk estimates may shift under interface changes or domain drift, 

which can affect calibration. Future studies should therefore combine success metrics with 

calibrated risk evaluation under realistic budget conditions to obtain a balanced assessment of 

performance and safety. 

4.Conclusion 

This study presented a survival-aware reinforcement learning framework for web automation, 

where failure was treated as a time-to-event outcome rather than as a single penalty signal. By 

combining a Cox-type hazard module with a risk-adjusted objective and censoring treatment 

under budget limits, the method improved task completion stability while maintaining fixed 

interaction costs. The results showed lower late-stage irreversible errors, stronger agreement 

between predicted risk ranking and observed failure order, and stable efficiency across different 

budget levels. The step-level hazard estimates provided a clear description of how failure 

probability changed during interaction, which supports safety monitoring and risk-based 

control in long-horizon web tasks. The framework can be extended to other sequential decision 

problems that involve discrete terminal events, such as automated workflow execution and 

interactive service systems. Limitations remain. Reliable hazard learning requires sufficient 

failure and censored samples, and risk calibration may weaken under interface changes or 

domain shifts. Further work should focus on rare-event coverage, model recalibration across 

domains, and larger-scale validation to improve robustness and generalizability. 
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