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Abstract  

In Raft-based geo-distributed databases, every write pays the round trip from the client to the leader 

of its Raft group plus the round trip from the leader to the slowest member of the fastest majority, so 

the region that hosts each leader largely determines user-visible latency. Deployed schedulers move 

leaders toward the region that issues most writes; this rule ignores quorum geometry, reacts to noisy 

short windows, and treats leader transfers, which stall a group and are rate-limited in practice, as 

free. We present Heliotrope, a fleet-level leader placement controller for Multi-Raft deployments. 

Heliotrope computes the exact commit-latency distribution of every leader candidate from measured 

round-trip-time distributions with a Poisson-binomial order-statistic recursion, scores candidates by 

mean latency plus an SLO-excess term whose fleet-wide aggregate is linear in demand, estimates 

near-term regional demand by shrinking the latest observation toward a seasonal prior, and assigns 

the leaders of all groups jointly under leader-load capacity while pricing every transfer with a dual 

variable that tracks a transfer budget. We evaluate Heliotrope with measured AWS and GCP inter-

region RTTs and a geo-temporal workload derived from 838,178 human-authored commits to 440 

public repositories over 13 weeks. At a budget of two leader transfers per group per day, Heliotrope 

lowers mean write latency by 2.2% and the share of writes slower than 200 ms by 18.4% relative to 

the best budget-matched baseline, wins on every one of the 63 test days, and has the fewest overloaded 

epochs and the lowest write latency of all evaluated policies when leader capacity is tight. A message-

level replay of Raft confirms the analytic latency model to within 0.7 ms. 

Keywords : Raft, consensus, geo-distributed databases, leader placement, tail latency, online 

optimization. 

 

1. Introduction 

Globally distributed databases such as Spanner [1], CockroachDB [2], and TiDB [3] split their data into 

ranges and replicate each range with a consensus protocol, Paxos [4] or Raft [5]. A deployment therefore 

runs thousands of independent consensus groups, each with its own leader. In leader-based consensus a 

write first travels to the leader, which appends it to its log and waits until a majority of replicas have stored 

it before acknowledging the client. Across continents both legs cost tens to hundreds of milliseconds, so the 

region that hosts each leader is one of the few latency knobs that does not require changing the protocol. 

https://ijictt.ictt.info/
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The best region is a moving target. Users of a global service are active during their local working hours, so 

the regional mix of requests that reaches a group drifts over the day and the week. Production systems 

combine static preferences, such as a primary region, with feedback-driven schedulers that transfer a group's 

leader toward the region that generates most of its writes. That rule is simple, but it has three weaknesses. It 

ignores quorum geometry: a leader's commit latency also depends on how far it is from the other members 

of its quorum, and a busy region whose second-nearest replica is far away can be a poor leader. It reacts to 

short, noisy windows and therefore either lags or oscillates. And it decides group by group while treating 

transfers as free, although every transfer stalls the group for a few round trips, operators rate-limit transfers, 

and leaders concentrate CPU and network load on the nodes that host them. Recent leader managers model 

network delay and demand explicitly. GeoLM [6] scores leader candidates with a utility model of network 

delay, node popularity, and read-write ratio and damps switching to avoid oscillation; CD-Raft [7] 

periodically moves a global leader to the domain that minimizes total cross-domain latency computed from 

request counts and mean inter-domain delays; and Sharov et al. [8] optimize the leader placement and 

replica configuration of a production storage system from workload statistics. These approaches reason 

about mean delays of individual consensus groups. They do not target latency SLOs, do not price leader 

transfers against an operational budget, and do not couple the thousands of groups of a Multi-Raft 

deployment through shared leader capacity. 

This paper presents Heliotrope, a leader placement controller for Raft-based geo-distributed databases that 

closes these gaps without modifying Raft. Our contributions are fourfold. First, we derive the exact commit-

latency distribution of every leader candidate from measured round-trip-time (RTT) distributions with a 

Poisson-binomial order-statistic recursion, and we define an SLO-aware per-request cost whose fleet-wide 

aggregate is exactly linear in demand (Section III). Second, we design a controller that combines an 

empirical-Bayes demand estimate, transfer pricing with online budget pacing, and a capacity-constrained 

fleet assignment solved by MILP or by a Lagrangian method, and we show that it cannot oscillate when 

estimation errors are bounded (Section IV). Third, we build a trace-driven methodology from real geo-

temporal activity (838,178 commits to 440 repositories over 13 weeks) and measured RTTs, validated by a 

message-level replay of Raft (Section V). Fourth, we show that at two transfers per group per day 

Heliotrope reduces mean write latency by 2.2% and writes slower than 200 ms by 18.4% relative to the best 

budget-matched baseline, stays within 3.9 ms of a clairvoyant oracle, and has the fewest overloaded epochs 

and the lowest write latency of all evaluated policies when leader capacity is tight (Section VI). 

II. BACKGROUND AND RELATED WORK 

A. Raft in Geo-Distributed Databases 

Raft [5] elects one leader per term; the leader appends client commands to its log, replicates them with 

AppendEntries messages, and commits an entry once a majority of replicas store it. Ongaro's thesis [9] adds 

leadership transfer: the leader stops accepting proposals, brings the target up to date, and sends it a 

TimeoutNow message so that the target starts an election at once. Leader leases let the leader serve 

linearizable reads locally. Multi-Raft systems such as TiKV in TiDB [3] and CockroachDB [2] replicate 

each range with its own Raft group, and a placement component decides where replicas and leaders live. 

B. Wide-Area Consensus 

A line of work changes the replication protocol itself. Mencius [10] rotates leadership among replicas, 

EPaxos [11] removes the leader and commits non-conflicting commands in one round trip, Flexible Paxos 

[12] decouples the quorums of the two Paxos phases, and WPaxos [13] combines flexible grid quorums with 

zone-local object ownership that migrates toward accessors. Atlas [14] shrinks quorums for planet-scale 

deployments, and Domino [15] uses network measurements to choose between fast and leader-based paths; 

Ailijiang et al. [16] dissect the performance of strongly consistent replication protocols. Heliotrope is 

complementary: it keeps Raft's majority quorums and safety argument and only decides where leaders live. 
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C. Leader and Data Placement 

Besides the leader managers discussed above [6]–[8], Tuba [17] reconfigures a geo-replicated store to 

maximize SLA utility, and Akkio [18] migrates data shards to follow access locality. PBS [19] models 

quorum latency probabilistically by Monte-Carlo simulation, and the importance of latency tails in large 

services is well documented [20]. Heliotrope computes quorum-latency distributions exactly, optimizes an 

SLO-aware objective, and couples placement decisions across groups. Risk-aware digital-twin release 

validation illustrates how tenant-level operational constraints and tail-risk measures can support auditable 

infrastructure decisions [28]. 

D. Online Decisions with Switching Costs 

Leader placement with transfer costs is an instance of a metrical task system [21]: every epoch charges a 

state-dependent cost, and changing state costs extra. Work on dynamic right-sizing of data centers [22] 

studies lazy online algorithms and receding-horizon control for related switching problems. Heliotrope uses 

seasonal exponential smoothing [23] for its demand prior, Lagrangian relaxation [24] for its fast fleet solver, 

and HiGHS [25] for exact assignments. 

III. SYSTEM MODEL AND PROBLEM FORMULATION 

A. Deployment and Workload 

We consider a set of regions R and a fleet G of Raft groups. Group g has a replica set Rg with ng=|Rg| 

replicas in distinct regions, and in control epoch t (five minutes in our experiments) its leader is ℓg(t)∈Rg. 

Clients in region c issue λg,c(t) operations to group g during epoch t, a fraction fw of which are writes. Writes 

follow Raft's commit path, and linearizable reads are served by the leaseholder, which coincides with the 

leader. 

B. Commit-Path Latency 

We adopt the commit-path decomposition that Ding and Qin [26] use to analyze Raft [5], [9] under WAN 

conditions: the commit latency of a leader equals the RTT to the slowest member of the fastest majority 

quorum, i.e., the third-closest replica (counting the leader) of a five-replica group. Adding the client leg, a 

write from region c to a group whose leader is in region ℓ completes after 

 Wg(c,ℓ) = Xcℓ + Qg(ℓ),   k = ⌊ng/2⌋, (1) 

where Xab is the RTT between regions a and b and Qg(ℓ) is the k-th smallest RTT from ℓ to the other replicas 

of Rg. A lease read costs R(c,ℓ)=Xcℓ. The decomposition is usually stated for typical (median) RTTs; we 

extend it to full distributions, because SLO compliance is decided by the tail of W rather than by its median. 

With independent links, Qg(ℓ)≤x holds exactly when at least k followers have answered by time x: 

 P[Qg(ℓ)≤x] = Σm=k
n
g

−1
 png−1(m;x), (2) 

where pj(m;x) is the probability that exactly m of the first j followers satisfy Xℓj≤x. It obeys the Poisson-

binomial recursion 

 pj(m;x) = pj−1(m;x)(1−Fℓj(x)) + pj−1(m−1;x)Fℓj(x)(3) 

with p0(0;x)=1, where Fℓj is the RTT distribution of link (ℓ,j). On a grid of T points the recursion costs 

O(ng
2
T), and the distribution of Wg(c,ℓ) follows by convolving the client-leader RTT distribution with that of 

Qg(ℓ). 

C. SLO-Aware Cost 

For an SLO threshold τ and a weight η, Heliotrope charges every operation 

 κg(c,ℓ) = fwψ(Wg(c,ℓ)) + (1−fw)ψ(R(c,ℓ)), (4) 

where ψ(Y)=E[Y]+ηE[(Y−τ)
+
] adds to the mean of a latency Y its expected excess over the threshold. 

Proposition 1. For any placement, the fleet-wide mean latency and the fleet-wide mean excess over τ are 

both given, up to normalization by the total demand, by ΣgΣcλg,cκg(c,ℓg); the objective is therefore exact 

rather than a surrogate. 

Proof. The latency of a uniformly chosen operation is a mixture over (group, client region) pairs with 

weights proportional to λg,c, and the expectation of any function of a mixture is the weighted sum of the 

component expectations. ∎ 
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Quantiles are not linear in the mixture weights. The expected excess over τ is the tail-sensitive quantity that 

keeps the problem linear; we additionally report the fraction of writes above τ, which is also linear, as the 

SLO-violation rate. 

D. Leader Transfers 

Moving leadership of group g from region a to region b stalls the group for 

 Dg(a,b) = 1.5E[Xab] + E[Qg(b)], (5) 

which covers the round trip in which the target catches up with the last entries, the one-way TimeoutNow 

message, and the vote round of the new leader. Lease reads wait one more quorum round for the new 

leader's first commit, and requests that reach the old leader are redirected. Section V-C validates (5) against 

a message-level replay. Beyond the stall, transfers consume operational capacity: schedulers rate-limit them, 

and they disturb caches and leases. We therefore bound the time-average number of transfers by a budget of 

B per group per day. 

E. Leader Capacity and Problem Statement 

Leaders perform most of a group's work. If region r can process μr leader operations per second, the leader 

load Λr(t)=Σg:ℓg(t)=rΣcλg,c(t)/Δ for epoch length Δ must satisfy Λr(t)≤ρmaxμr for a planning utilization ρmax. 

Heliotrope chooses ℓg(t) online, using only observations from epochs before t, to minimize the time average 

of ΣgΣcλg,c(t)κg(c,ℓg(t)) plus transfer stalls, subject to the capacity constraint in every epoch and to the 

transfer budget on average. 

IV. HELIOTROPE DESIGN 

A. Overview 

Fig. 1 shows the control loop. At the start of every epoch, Heliotrope (1) estimates each group's regional 

demand, (2) looks up the cost of every leader candidate in precomputed oracle tables, (3) solves a fleet-wide 

assignment in which every transfer carries a price, and (4) issues standard Raft leadership transfers; a pacing 

rule then updates the transfer price so that the long-run transfer rate meets the budget. 

 
Figure 1Heliotrope control loop. Steps (1)–(3) run once per five-minute epoch; step (4) adjusts the transfer price cT toward the transfer budget 

B. 

B. Latency Oracle 

The oracle discretizes the RTT distribution of every directed link on a 0.5-ms grid up to 2 s, evaluates (2)–

(3) for every replica set and leader, convolves the result with the client leg, and tabulates E[W], E[(W−τ)
+
], 

E[R] and E[(R−τ)
+
] for every (replica set, client region, leader) triple. Five regions with five replicas give 25 

triples, and three replicas out of five regions give at most 150. Building all tables takes about 0.1 s, and a 

Monte-Carlo check with 2×10
5
 samples per link reproduces the quorum quantiles within the grid resolution. 
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C. Demand Estimation 

Per-group demand is sparse and bursty, so the last observation alone is a noisy guide, whereas long-run 

averages miss diurnal shifts. Heliotrope therefore shrinks the last observation toward a seasonal prior, an 

empirical-Bayes estimate with β pseudo-epochs of prior evidence: 

 mg,c(t) = λg,c(t−1) + β sg,c νc Pc(d(t),h(t)), (6) 

where sg,c is the long-run share of region c's demand that targets group g (exponentially weighted with a 

half-life of three days), Pc(d,h) is an exponentially smoothed profile [23] of region c's total demand in five-

minute slot h of day type d (weekday or weekend), and νc corrects the level of the profile. On the tuning 

week, choosing every group's leader from the last observation alone incurs a one-step decision regret of 

8.4% of the clairvoyant cost and the seasonal prior alone 28.6%, whereas shrinkage with β=0.1 reduces the 

regret to 5.0% (β=0.3: 5.2%; β=1: 6.3%). For a lookahead of H>1 epochs Heliotrope sums the predictions of 

the next H epochs, letting them decay toward the prior with factor φ=0.8 per epoch. We selected H on the 

tuning week with a pre-declared criterion, the combined read/write mean latency at the transfer budget, and 

H=1 won (78.76 ms versus 81.17 ms for H=3). Wang et al. develop an uncertainty-aware cloud scheduling 

framework that links workload forecasting with downstream resource decisions, providing a useful 

methodological reference for demand-sensitive infrastructure control [29]. 

D. Fleet Assignment 

Let Cg,ℓ=Σcmg,cκg(c,ℓ) be the predicted cost of leader ℓ, let ℓg
0
 be the current leader, and let δg(a,b) be the 

expected stall cost of a transfer, i.e., the predicted request rate times fwDg(a,b)
2
/2 plus the corresponding 

read term. With binary variables xg,ℓ, Heliotrope solves 

 min ΣgΣℓ∈Rg xg,ℓ[Cg,ℓ+1(ℓ≠ℓg
0
)(cT+δg(ℓg

0
,ℓ))] (7) 

 s.t. Σℓxg,ℓ=1 ∀g,   ΣgLgxg,r≤ρmaxμr ∀r, (8) 

where Lg is the predicted leader load of group g and cT is the transfer price. Without binding capacity the 

problem decomposes into independent per-group minimizations. Otherwise Heliotrope solves it exactly with 

HiGHS or uses a Lagrangian method [24]: region prices yr are raised by subgradient steps while each group 

picks argminℓ(Cg,ℓ+yℓLg) together with its transfer terms, and a greedy repair moves the group with the 

smallest cost increase per unit of load out of any region that is still over capacity. Section VI-E reports the 

optimality gap of the fast method. 

E. Transfer Budget Pacing 

The transfer price is the shadow price of the budget. After an epoch with nt transfers Heliotrope updates 

 cT ← cT·exp(γ(288nt/|G|−B)/B), (9) 

a multiplicative dual-ascent step on the time-average constraint (288 epochs per day, γ=0.002). The price 

rises when transfers run ahead of the budget and decays when they lag, so transfers are spent where 

predicted savings are largest. 

F. Stability 

Proposition 2. For a group g with current leader a, let Sab=Cg,a−Cg,b be the predicted saving of moving to b 

and S
*
ab the realized one. If |Sab−S

*
ab|≤ε<cT for all epochs and candidates, then (i) every executed transfer 

realizes a saving larger than cT−ε>0; (ii) under stationary demand no group ever moves a→b and later b→a; 

and (iii) the number of transfers of a group during a stationary period is at most (Cmax−Cmin)/(cT−ε). 

Proof sketch. A transfer a→b requires Sab>cT+δg(a,b)≥cT, hence S
*
ab>cT−ε. Under stationarity S

*
ba=−S

*
ab<0, 

whereas a move back would require S
*
ba>cT−ε>0. Each transfer lowers the true cost by more than cT−ε, 

which bounds their number. ∎ Budget pacing keeps cT near the level at which the budget binds, which is the 

regime in which the price exceeds typical estimation noise. 

G. Safety and Overhead 

Heliotrope only issues Raft's standard leadership transfer and never changes membership or quorum rules, 

so Raft's safety properties are untouched; a transfer that fails, e.g., because the target lags, leaves the old 

leader in place. Our implementation (Python with NumPy and SciPy) places all 440 groups in about 1.2 ms 

per epoch on one CPU core when capacity does not bind, including the evaluation engine's bookkeeping. 
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V. EXPERIMENTAL METHODOLOGY 

A. Measured Inter-Region RTTs 

We use the inter-region ping measurements published with the fantoch framework that accompanies Atlas 

[14] (github.com/vitorenesduarte/fantoch). For every ordered pair of 19 AWS regions (June 2020) and 20 

GCP regions, the data give the minimum, mean, maximum and standard deviation of the RTT. The main 

deployment uses five AWS regions, us-east-1 (NA-E), us-west-2 (NA-W), eu-west-1 (EU), ap-northeast-1 

(AP-NE) and ap-southeast-1 (AP-SE), whose mean RTTs range from 70 to 234 ms (Fig. 2a). Each pair's 

RTT is modeled as the measured minimum plus a gamma-distributed jitter that matches the measured mean 

and standard deviation, truncated at the measured maximum. With five replicas, a leader's commit quorum 

costs on average 72.0 ms in NA-E, 100.5 ms in NA-W, 126.9 ms in EU, 100.6 ms in AP-NE and 162.5 ms 

in AP-SE, so the busiest region, EU, is far from the cheapest committer. 

B. Geo-Temporal Workload 

Public traces of geo-distributed databases with per-request client locations are not available, so we derive 

the workload from real, geolocated human activity. From a public ranking snapshot of popular GitHub 

repositories (github.com/EvanLi/Github-Ranking, October 22, 2026) we selected the 1,812 repositories 

active since September 1, 2026 and fetched their commit metadata with treeless shallow clones (1,769 

succeeded). Of the 1,037,244 commits authored between June 28 and September 28, 2026, we removed 

automation accounts (10.9%) and mapped every remaining commit to the region implied by its author's 

UTC offset, a standard geolocation signal in software-repository mining [27]: offsets west of UTC−6:30 

map to NA-W, UTC−6 to UTC−2 to NA-E, UTC−1 to UTC+4 to EU, UTC+4:30 to UTC+8 to AP-SE, and 

east of UTC+8 to AP-NE. The 440 repositories with at least 300 commits in the 13-week window starting 

on June 29 form the fleet, one Raft group per repository, with 838,178 commits. Every commit becomes a 

30-minute session of database operations ending at the commit, commits per group, region and epoch are 

capped at ten to suppress scripted bulk commits (3.8% of the commits), and the trace is scaled to a mean of 

20,000 operations per second, half of them writes. The session length, the scale and the write fraction are 

modeling choices; locations and timing are real. 

Fig. 2b shows the resulting diurnal structure. EU issues 47.9% of all requests, AP-SE 20.7%, NA-W 16.2%, 

NA-E 11.3% and AP-NE 3.9%, and every region peaks in its local afternoon. Groups are mixed: the median 

group receives 77.4% of its requests from its dominant region, a quarter of the groups receive at most 

57.7%, and the ten busiest groups carry 30.3% of the load. Fleet load averages 20,000 ops/s with a 95th 

percentile of 32,500 ops/s. 

 
Figure 2Deployment and workload. (a) Mean RTT between the five AWS regions. (b) Weekday share of requests per region by UTC hour, 

derived from 838,178 commits. (c) Load-weighted share of leaders per region under Heliotrope during the test period: leaders follow 

C. Evaluation Engine and Model Validation 

The engine replays the trace in five-minute epochs. In every epoch it asks a policy for all leaders, 

accumulates the exact latency distribution of the epoch's operations as a demand-weighted mixture of the 
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oracle's distributions, adds transfer stalls according to (5), and optionally adds M/M/1 queueing at leaders. 

All statistics are computed from these mixtures on the 0.5-ms grid and therefore carry no sampling noise. 

To check the oracle and the stall model, we built a message-level replay of Raft's replication path: every 

write is appended by the leader and shipped in its own AppendEntries message over FIFO links whose 

round trips are drawn from the measured distributions, followers acknowledge immediately, entries commit 

in log order once a majority holds them, and leadership transfer follows the TimeoutNow protocol with 

redirection of requests that reach the old leader. Table I compares the replay with the oracle for every leader 

region at 20 and 200 writes/s with the measured jitter and with five times that jitter. Means, medians and 

99th percentiles agree within 0.7 ms, and the Wasserstein-1 distance never exceeds 0.91 ms, so in-order 

commit and FIFO coupling do not invalidate the independence assumption of the oracle. The replayed 

transfer windows match (5) within 0.4% on all five tested region pairs. The request time lost per transfer is 

0.9–1.4 times the analytic estimate, because some clients keep contacting the old leader until they learn 

about the new one; at our transfer rates this changes fleet mean latency by less than 0.01 ms. 
Table 1ORACLE VERSUS MESSAGE-LEVEL RAFT REPLAY (MAXIMUM OVER THE FIVE LEADER REGIONS, MS) 

Setting |Δ 

mean| 

|Δ 

p50| 

|Δ 

p99| 

W1 

Jitter ×1, 20 

writes/s 

0.73 0.37 0.28 0.91 

Jitter ×1, 200 

writes/s 

0.42 0.63 0.52 0.59 

Jitter ×5, 20 

writes/s 

0.40 0.30 0.38 0.53 

Jitter ×5, 200 

writes/s 

0.74 0.32 0.41 0.54 

 

D. Baselines 

Static-Primary places all leaders in NA-E, which corresponds to the single-leader configuration. Static-

Home places each leader in the group's dominant region during the four training weeks, and Static-Optimal 

places it at the quorum-aware optimum for the training-period mix. Hot-write-source (HWS) implements the 

feedback-driven placement that Ding and Qin [26] describe for the placement driver of TiKV [3]: in every 

epoch, a group's leader is transferred to the replica region that issued the most writes during the last w 

epochs whenever that region exceeds the leader's region by a ratio r. We report a default setting (w=6, i.e., 

30 minutes, and r=1.2) and the best setting under the transfer budget. Myopic chooses in every epoch the 

leader that minimizes the mean-RTT commit model for the recently observed demand and switches only if 

the improvement exceeds a relative margin; it represents periodic latency-driven repositioning as in CD-

Raft and damped switching as in GeoLM. Oracle is a clairvoyant per-group dynamic program over the true 

future demand whose transfer price is set by bisection to meet the budget; it ignores capacity coupling and 

serves as a lower bound. 

E. Protocol and Metrics 

Weeks 1–4 (June 29 to July 26) warm up the estimators and serve for tuning, and all selections use week 4 

only. Weeks 5–13 (July 27 to September 27, 63 days) form the test period. The budget is B=2 transfers per 

group per day. The budget-matched baselines are the lowest-latency settings with at most B transfers on the 

tuning week (HWS: w=12, r=1.5; Myopic: half-life of two epochs and margin 0.3); unbudgeted settings are 

reported for reference. Heliotrope uses β=0.1, H=1, η=1, τ=200 ms and an initial price cT=3×10
6
 request-ms. 

We report the mean, 95th and 99th percentile write latency, the fraction of writes above τ, the mean read 

latency, and transfers per group per day. Daily values are compared with the Wilcoxon signed-rank test over 

the 63 paired days, and 95% confidence intervals come from 5,000 bootstrap resamples (seed 20261022). 
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VI. RESULTS 

A. Five-Region Protocol Benchmark 

We first re-instantiate the five-region comparison of Ding and Qin [26], which contrasts single-leader Raft, 

adaptive Multi-Raft, WPaxos with flexible quorums, and EPaxos under low and high conflict by their p50, 

p95 and p99 write-commit latency. We keep the five configurations, the three percentiles and the NA–EU–

APAC topology, replace the illustrative RTTs by the measured distributions and the request stream by our 

trace, and add Multi-Raft driven by Heliotrope. WPaxos uses three nodes per zone, phase-2 quorums 

spanning the owner zone and one other zone, and object ownership that follows the hottest write source; 

EPaxos co-locates the command leader with the client and takes its slow path with probability 0.02 (low 

conflict) or 0.5 (high conflict). Fig. 3 shows the results. Adaptive Multi-Raft lowers the median from 142.9 

to 127.2 ms relative to single-leader Raft, as in the original comparison, but its tail is worse (p99 of 349.4 

versus 311.6 ms), because leaders that follow European writers expose clients in other regions to distant 

leaders. WPaxos attains the lowest median (70.5 ms) because its phase-2 quorum needs only the nearest 

other zone, at the price of tolerating fewer zone failures. Under measured geometry EPaxos behaves 

differently from an idealized setting: with low conflict it has the best p95 and p99 (162.9 and 253.8 ms), yet 

its median (127.0 ms) equals that of Raft, because a fast quorum formed from Europe must still reach the 

second-nearest replica 127 ms away; with high conflict its median rises to 162.7 ms. Heliotrope keeps Raft's 

majority quorums and fault tolerance and cuts the p95 of adaptive Multi-Raft from 313.3 to 254.4 ms and its 

p99 from 349.4 to 328.2 ms. 

 
Figure 3Five-region write-commit latency of single-leader Raft, adaptive Multi-Raft, WPaxos and EPaxos with measured RTTs and the trace-

driven request mix, extended with Multi-Raft driven by Heliotrope (test period). 

B. Main Comparison 

Table II summarizes the test period. Static placements are inadequate: the single-leader configuration 

violates the 200-ms threshold for 24.1% of writes and even the quorum-aware static optimum for 16.3%. 

Among the adaptive policies that respect the budget of two transfers per group per day, Heliotrope has the 

lowest mean (136.9 ms), p95 (254.4 ms), p99 (328.2 ms) and violation rate (7.4%). Static-Primary has a 

lower p99 (311.6 ms) only because all of its leaders sit in NA-E, whose quorum is the cheapest, at the price 

of a 34.0-ms higher mean and a 98.9-ms mean read latency. Compared with budget-matched Myopic, it 

reduces mean write latency by 3.0 ms (2.2%; 95% CI 2.9–3.2 ms) and violations by 18.4%; compared with 

HWS in its default setting, it lowers the mean by 3.2%, the p95 by 16.7% and violations by 20.2% while 

making fewer transfers. Heliotrope is better than every budget-matched baseline on all 63 test days 

(Wilcoxon p≤5.2×10
-12

). Its mean read latency, 19.1 ms, lies between those of budget-matched Myopic 

(19.8 ms) and default HWS (18.9 ms). The clairvoyant oracle remains 3.9 ms (2.9%) faster on writes, which 

bounds what better prediction could still gain. 
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Table 2TEST-PERIOD RESULTS (63 DAYS, AWS RTTS, FIVE REPLICAS) 

Policy W 

mean 

W 

p95 

W 

p99 

Viol. 

% 

R 

mean 

Tr./g/d 

Static-Primary 170.9 308.3 311.6 24.1 98.9 0.00 

Static-Home 160.4 331.8 349.5 18.5 36.9 0.00 

Static-Optimal 155.9 325.1 349.4 16.3 39.9 0.00 

HWS (default)† 141.4 305.2 349.3 9.3 18.9 2.28 

HWS (budget) 144.6 313.3 349.4 10.8 21.9 1.84 

Myopic 

(budget) 

139.9 263.7 349.2 9.1 19.8 1.80 

Heliotrope 136.9 254.4 328.2 7.4 19.1 2.01 

Oracle 132.9 224.7 314.0 5.7 13.8 1.97 

HWS (no 

budget)† 

137.0 263.2 349.1 7.6 15.5 2.77 

Myopic (no 

budget)† 

135.7 254.9 331.2 7.0 16.0 2.97 

W = write latency, R = read latency (ms); Viol. = writes above 200 ms; Tr./g/d = leader transfers per group 

per day; † exceeds the budget of two transfers per group per day. 

Fig. 4a–b plots the latency–transfer frontier of every family on the test period. Heliotrope's curve lies below 

both online baselines for budgets up to about 2.5 transfers per group per day, and HWS needs more transfers 

than Heliotrope at every latency level because it ignores quorum geometry. At larger budgets the curves 

converge: unbudgeted Myopic reaches 135.7 ms with 2.97 transfers, against 136.0 ms for Heliotrope with 

2.95. Heliotrope is therefore most useful when transfers are scarce, which is the regime that operators 

enforce. Fig. 4c shows that the gains come from the tail: the CDFs nearly coincide below 150 ms, while 

Heliotrope places less probability mass between 250 and 350 ms than HWS and Myopic. Fig. 2c shows its 

leaders following the sun; NA-E and AP-NE host more leaders than their own demand share because their 

commit quorums (72 and 101 ms) are much cheaper than those of EU (127 ms) and AP-SE (163 ms). 

 
Figure 4Test-period results. (a) Mean write latency and (b) share of writes above 200 ms versus leader transfers per group per day for each 

policy family (dotted line: budget B=2). (c) Write-latency CDF at the budget. 
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C. Ablation 

Table III removes one component at a time at the same budget. Replacing the quorum-aware oracle by 

client–leader proximity is the largest single loss: mean write latency grows by 2.4 ms and p99 to 349.2 ms, 

although reads become faster (17.0 ms) because they do not involve quorums. Dropping the SLO term 

mainly hurts the tail: p99 rises from 328.2 to 349.1 ms and violations from 7.4% to 7.6%, while reads 

become 1.1 ms faster. Without the seasonal prior, i.e., with the last observation alone, mean latency and 

violations are marginally lower (136.8 ms, 7.3%) but p99 grows to 334.6 ms; the prior mainly protects 

groups whose recent window is unrepresentative. Removing the transfer price raises transfers to 4.00 per 

group per day for a gain of 1.1 ms, so pricing retains most of the benefit with half the churn. Longer 

lookahead is harmful under the budget: H=3 and H=6 move leaders preemptively toward the seasonal 

pattern, which lowers p99 (314.2 and 313.9 ms) but raises mean write and read latency. 
Table 3ABLATION AT THE SAME TRANSFER BUDGET (TEST PERIOD) 

Variant W 

mean 

W 

p99 

Viol. 

% 

R 

mean 

Tr./g/d 

Heliotrope (full) 136.9 328.2 7.4 19.1 2.01 

w/o seasonal prior 136.8 334.6 7.3 18.7 2.01 

w/o SLO term 137.2 349.1 7.6 18.0 2.01 

w/o quorum model 139.2 349.2 8.1 17.0 2.01 

w/o transfer price† 135.8 325.2 7.1 17.2 4.00 

lookahead H = 3 137.6 314.2 7.8 22.5 1.99 

lookahead H = 6 140.9 313.9 9.5 30.5 1.17 

D. Robustness 

Table IV repeats the comparison with three replicas per group, placed in the two busiest regions of the 

training period plus the region that minimizes their quorum RTT, and with the five analogous GCP regions 

(us-east4, us-west1, europe-west1, asia-northeast1 and asia-southeast1) from a separate measurement 

campaign. With three replicas, Heliotrope again has the lowest mean write latency among the budgeted 

online policies (106.1 ms versus 108.8 ms for budget-matched Myopic) with 10.3% of writes above 200 ms 

(Myopic: 10.9%) and a p99 of 280.1 ms (Myopic: 309.4 ms), at 1.98 transfers per group per day. On GCP, 

Heliotrope again has the lowest mean write latency among the budgeted online policies (140.7 ms versus 

144.6 ms for budget-matched Myopic) with 7.8% of writes above 200 ms (Myopic: 9.8%) and a p99 of 

321.0 ms (Myopic: 434.4 ms), at 2.02 transfers per group per day. The oracle uses a fixed transfer price in 

these runs and therefore does not meet the budget exactly. 
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Table 4ROBUSTNESS TO REPLICATION FACTOR AND RTT CAMPAIGN (TEST PERIOD) 

Policy W mean W 

p99 

Viol. 

% 

R 

mean 

Tr./g/d 

AWS, three replicas      

Static-Optimal 120.0 373.2 14.2 37.5 0.00 

HWS (budget) 112.9 373.2 12.1 28.2 1.34 

Myopic (budget) 108.8 309.4 10.9 25.6 1.43 

Heliotrope 106.1 280.1 10.3 22.9 1.98 

Oracle 103.4 263.7 9.4 20.1 1.68 

GCP, five replicas      

Static-Optimal 158.8 432.1 17.0 45.5 0.00 

HWS (budget) 151.5 441.5 12.4 26.0 1.84 

Myopic (budget) 144.6 434.4 9.8 23.2 1.86 

Heliotrope 140.7 321.0 7.8 24.5 2.02 

Oracle† 135.9 297.5 5.9 16.6 2.33 

E. Capacity Stress Test 

Finally, we cap the leader capacity of every region at μr = 16,000 and 12,000 operations per second with a 

planning utilization of 0.8, and we add M/M/1 queueing at leaders, over the first two test weeks; at peak, 

placements that follow demand put more than half of the fleet load on EU. Baselines first decide as before 

and are then repaired either by a latency-oblivious balancer in the style of placement-driver leader 

balancing, which moves random leaders out of overloaded regions to the least-loaded replica region, or by a 

latency-aware greedy repair. Heliotrope plans with its predicted loads inside the assignment. Table V shows 

that Heliotrope overloads a region in at most 0.02% of the epochs, fewer than any other policy, and has the 

lowest mean write latency at both capacities (139.0 and 142.4 ms, against 142.3 and 155.2 ms for the best 

repaired baseline), while the balancers trade latency for many extra transfers. Without its capacity constraint 

Heliotrope overloads EU in 9.0% and 23.4% of the epochs and its p95 exceeds 1.9 s, which shows that 

capacity must be part of the decision rather than a post-processing step. On 16 capacity-binding epochs 

sampled from the 12,000-ops/s run, the Lagrangian solution was on average within 2.55% (maximum 

11.65%) of the exact MILP optimum while taking 12.2 ms instead of 531 ms; at this fleet size the exact 

solver is affordable and preferable, and the Lagrangian method serves as a fallback for much larger fleets. 

On real instances tiled to 44,000 groups the Lagrangian method needs 14.79 s per epoch, whereas the MILP 

takes 3.6 s at 4,400 groups. 

 
Table 5LEADER CAPACITY STRESS TEST WITH LEADER QUEUEING (FIRST TWO TEST WEEKS) 

Policy W 

mean 

W 

p99 

Viol. 

% 

Overl. 

% 

Tr./g/d 

μ = 16,000 ops/s      

HWS + PD balance 152.7 349.5 15.1 0.02 8.09 

Myopic + PD balance 148.6 349.3 12.4 0.30 9.67 

Myopic + greedy repair 142.3 349.3 9.3 0.12 3.49 

Heliotrope w/o capacity 274.9 ≥2000 15.4 8.95 1.98 

Heliotrope 139.0 325.4 7.8 0.00 1.99 

μ = 12,000 ops/s      
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HWS + PD balance 159.2 349.7 19.0 0.10 13.60 

Myopic + PD balance 159.3 349.9 16.2 1.02 19.84 

Myopic + greedy repair 155.2 395.0 11.4 1.31 5.74 

Heliotrope w/o capacity 465.7 ≥2000 25.1 23.36 1.98 

Heliotrope 142.4 325.2 10.4 0.02 2.05 

Overl. = epochs in which some region exceeds 98% leader utilization; latencies include queueing; ≥2000 

marks values beyond the 2-s evaluation grid. 

VII. DISCUSSION AND LIMITATIONS 

Our evaluation replays measured RTTs and real activity through an exact analytic engine that we validated 

against a message-level replay, rather than running a database across cloud regions; production effects such 

as CPU contention, batching and garbage-collection pauses lie outside the model. The ping-based RTT 

distributions are light-tailed, so the tails in our results arise mainly from geography, and heavier-tailed links 

would make distribution-aware scoring more valuable. Commits are a proxy for database activity: their 

locations and timing are real, whereas the session length, the scale and the write fraction are assumptions. 

Transfers have secondary costs, such as cold caches and lease handover, that we capture only through the 

budget. Finally, the SLO term trades about 1.1 ms of mean read latency for a lower write tail; operators who 

value reads more can lower η. 

VIII. CONCLUSION 

Heliotrope treats leader placement in Raft-based geo-distributed databases as a fleet-level, budgeted and 

SLO-aware decision problem. Exact quorum order statistics expose why busy regions are not always good 

leaders, an empirical-Bayes demand estimate tames sparse per-group signals, and a priced, capacity-aware 

assignment spends scarce transfers where they matter. On a 13-week trace of real geo-temporal activity with 

measured RTTs, Heliotrope outperforms traffic-following and myopic latency-driven placement whenever 

transfers are budgeted, nearly eliminates leader overload when leader capacity is tight, and stays within 3.9 

ms of a clairvoyant oracle. Future work includes running the controller inside a production placement 

driver, jointly optimizing replica placement, and learning RTT dynamics online. 
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